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Appendix I. PREPARATION OF DATA FROM VAST CHALLENGE 2014 MINI-CHALLENGE 2 

The original dataset provided for the VAST Challenge 2014 Mini-Challenge 2 [1] consists of 

simulated tracks of cars with duration of two weeks. The records include timestamps, car 

identifiers, and coordinates. We used the tracks of 35 personal cars and ignored the tracks of 5 

remaining vehicles utilized only for business purposes. The full tracks cannot serve as an 

example of episodic mobility data because of a high temporal resolution (1 second), which 

allows determining the exact times of coming to each visited place and leaving it.  

To have a suitable example of episodic data, we extracted a subset of the car position records in 

the following way. First, we extracted the events of stopping for at least one minute. Stops are 

reflected in the data as temporal gaps between consecutive position records, since, according to 

the description of the data, the positions were recorded only when the vehicles were moving. For 

each stop event, we took both the last record before the gap (i.e., stop start) and the first record 

after the gap (i.e., stop end). Additionally, we extracted the first and last records of each track. 

We obtained in total 6,068 position records, which is less than 1% of the original 613,077 

records. From these 6,068 records, we extracted a 25% random sample (1,469 records). It 

imitates the properties of episodic mobility data, where a stop at a location may be represented 

by one or more records, or it may not be represented at all. 

No data similar to land use or POI data were provided for the challenge. As the underlying 

territory for the car tacks is fictitious, existing databases or map feature services cannot give us 

suitable information about places. To create a substitute for POI data, we utilized simulated 

credit card transaction records, also available for the challenge. Each record includes a 

timestamp, the name of the location where the card was used for payment, the amount paid, and 

the first and last names of the customer. We complemented these records with the identifiers of 

the cars used by the customers and the types (semantic categories) of the locations, which 

include ‘eating’, ‘coffee’, ‘shop’, ‘hotel’, ‘sport’, ‘culture’, and ‘business supply’. A fragment of 

the card transaction data table with the added attributes is shown in Fig.1. The column 

“Interpretation” contains the semantic categories of the locations, and the column “CARID” 

contains the identifiers of the cars.  



 

Fig. 1. A fragment of the table with the credit card transaction data enriched with location 

interpretations. 

 

Fig. 2. Stop records enriched with information about the nearest in time transaction events. 

The card transaction data as such cannot substitute POI data because there are no coordinates of 

the locations. We solved this problem by linking transaction records to car stop records based on 

the times of the transactions and the stops. For each stop record, we selected the closest in time 

transaction record with the same car identifier as in this stop record. This was done differently 

for stop starts and stop ends. For stop starts, the search for the closest card transaction was done 

forward in time within the interval of 1.5 hours, assuming that customers usually pay after 

spending some time at a location. For stop ends, the search was done backward in time within 

the interval of 15 minutes, assuming that customers usually pay shortly before leaving a location. 

Not all car transaction records turned to be suitable. For three coffee shops, the transaction 

timestamps were not trustable, since the time of the day in all of them was 12:00:00. These 

records were not used. 

We were able to find the closest transactions for 1,849 out of 6,068 stop records (30.5%). The 

location types of the closest transactions were attached to the stop records; a fragment of the 

table with the resulting data is shown in Fig. 2. These assignments need to be used with caution. 

Since the people did not pay by credit cards during all of their stops, some stops might be 



associated with transactions made elsewhere. Still, for the places where people were supposed to 

pay, it can be expected that the majority of the stop records have got right assignments of 

location types. Of course, this does not apply to the three coffee shops with uniform transaction 

times. The stops at these coffee shops could get either no location types or wrong location types 

from irrelevant transaction records. In the following, we shall show how these data can be used 

with taking into account the possible errors. 

We would like to stress that, although the conditions of the challenge did not require it, we 

analysed the data in a privacy-respecting way, i.e., without looking at any personal data. 
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